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Abstract

We propose an optimization framework which integrates decision
diagrams (DDs) and integer linear programming (ILP) to solve combi-
natorial optimization problems. The hybrid DD-ILP approach explores
the solution space based on a recursive compilation of relaxed DDs and
incorporates ILP calls to solve subproblems associated with DD nodes.
The selection of DD nodes to be explored by ILP technology is a sig-
nificant component of the approach. We show how supervised machine
learning can be useful to detect, on-the-fly, a subproblem structure for
ILP technology. We use the maximum independent set problem as a
case study. Computational experiments show that, in presence of suit-
able problem structure, the integrated DD-ILP approach can exploit
complementary strengths and improve upon the performance of both
a stand-alone DD solver and an ILP solver in terms of solution time
and number of solved instances.

Keywords— Decision diagrams, Integrated methods, Integer lin-
ear programming, Supervised Learning.
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1 Introduction

Several optimization problems can be addressed efficiently by leveraging
multiple solution approaches with complementary strengths, such as inte-
ger linear programming (ILP) and constraint programming (CP) [23, 21].
Within this extensive area, successful hybrid techniques often involve an
a-priori decomposition of the problem into two or more subproblems that
are more amenable for existing techniques, such as in the case of logic-based
Benders decomposition for machine scheduling [22] and CP-based branch
and price [16, 17].

In this paper, we propose a novel hybrid methodology that combines
elements from decision diagrams (DDs) (see, e.g., [1], [26], [13]) with ILPs
for discrete optimization problems. While ILPs have an extensive body of
work, only recently decision diagrams have been established as viable data
structure in optimization solution approaches [10]. Specifically, DD tech-
niques are based on discrete approximations of the solution space denoted
by relaxed decision diagrams (relaxed DDs) [2].

We contribute to the literature on decision diagram-based approaches
that integrate different optimization paradigms. Relaxed DDs are used as
a replacement of the linear programming relaxation in branch-and-bound
methods [7], and also to strengthen ILP models through their equivalent
linear reformulation as shortest paths [5]. In addition, DDs have been em-
bedded as global constraints in CP models for sequencing problems [25, 14],
as a cutting plane method for integer programming [31], and to solve the
pricing problem in a branch and price scheme [29], to name a few. Further-
more, in the context of two-stage stochastic programming, DDs have also
been used to model second-stage decisions which are parameterized by the
first-stage variables [28].

Our methodology, in turn, provides an alternative way of exploiting
relaxed DDs by further emphasizing their role as approximations of the
branch-and-bound search tree of a problem. In particular, we perceive the
nodes of a relaxed DD as subproblems that may involve some structure that
is more suitable to another technology (in our case, ILPs), which is invoked
to prune the node in advance. This process therefore involves a dynamic
identification of subproblems as opposed to an a-priori one, and may both
strengthen the relaxed DD approximation (by removing undesired nodes) as
well as provide primal solutions that can further speed-up solution time.

We represent each subproblem at a node by a dynamic programming
state, currently the standard for a DD formulation. Using such a state
representation, we follow a supervised learning methodology to get insights
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and define criteria to detect a structure that is more efficiently solvable by
ILP. Specifically, we describe an algorithm-selection problem where, given
a node of a relaxed DD, we use a decision tree inferred from predictive
models to determine the best method to solve its associated subproblem.
This approach has similarities, e.g., with the concept of algorithm portfolios
in SAT solvers [33].

We present a case study on the maximum independent set problem
(MISP), which is typically used as a basis for novel DD methodologies due
to its well-understood representation [8]. We show that, under particular
structure, DD-ILP can dominate either the typical DD-based branch and
bound or a leading commercial ILP solver. Most importantly, it suggests a
way to enhance DD-based solvers when its relative effectiveness with respect
to ILP can be evaluated efficiently and dynamically with Machine Learning.

The remainder of this paper is organized as follows. Section 2 describes
preliminary concepts in decision diagrams for optimization. In Section 3,
we introduce the proposed DD-ILP framework and the supervised learn-
ing methodology used to exploit the DD-ILP algorithm. Section 4 presents
computational experiments on MISP instances. Finally, we conclude in Sec-
tion 5.

2 Preliminaries and Notation

Maximum Independent Set Problem. Given an undirected graph G =
(V, E) with vertex set V and edge set E , an independent set of G is a subset
of vertices S ⊆ V such that no edge in E has its two endpoints in S. The
maximum independent set problem (MISP) asks for the independent set
with the largest cardinality [19]. For instance, the optimum MISP solution
to the graph in Figure 1 is {1, 2, 5}. We let n := |V| and denote by S(G) the
set of independent sets of G (i.e., the solution set of the problem).

A classical ILP model to address the maximum independent set problem
is the so-called edge formulation [19]. Let xi be a binary variable that
takes the value of 1 if vertex i belongs to the maximum independent set
and 0 otherwise. An integer programming formulation with |E| constraints
is given by max

{∑
i∈V xi : xi + xj ≤ 1,∀(i, j) ∈ E ;x ∈ {0, 1}|V|

}
. However,

a stronger ILP formulation for the MISP is obtained by partitioning the
vertices of G into cliques [19], i.e., subsets of V where the vertices in each
subset are pairwise adjacent. Let xi be a binary variable that takes value 1 if
vertex i belongs to the maximum independent set and 0 otherwise. Let K be
a collection of (inclusion-wise) maximal cliques that cover V. The resulting
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ū7

t

x1

x2

x3

x4

x5

{1, 2, 3, 4, 5}

{2, 3, 4, 5} {2, 3, 5}

{3, 4, 5} {3, 5}

{4, 5} {5}

{5}

∅

{3, 5}

{3, 5}

Figure 3: Relaxed DD
for MISP instance of
Figure 1

ILP formulation is max
{∑

i∈V xi :
∑

i∈K xi ≤ 1,∀K ∈ K;x ∈ {0, 1}|V|
}
.

Each maximal clique K is computed in a greedy fashion (as in [10]) by
initially selecting the vertex with highest degree and then adding iteratively
adjacent vertices (also with highest degree) to every vertex so far in K until
no more additions are possible. Then, we add clique K to K, remove from
G all the edges belonging to the added clique, update the vertices degrees,
and repeat the procedure.

Exact and Approximate Decision Diagrams. A decision diagram
D = (N ,A) is a directed graph with node set N and arc set A that encodes
a set of solutions of an optimization problem. For the case of the MISP, the
node set N is partitioned into n + 1 layers L1, . . . , Ln+1. The first and last
layers are singletons and contain the root node r and the terminal node t,
respectively. Arcs emanating from nodes in L1, . . . , Ln are associated with
the variables x1, . . . , xn, respectively. Let l(u) be the index of the layer as-
sociated with node u ∈ N . Each arc a = (u, u′) ∈ A only connects adjacent
layers, i.e., l(u′) = l(u) + 1, and its layer corresponds to the one of its tail
node, l(u). Moreover, a label d(a) ∈ {0, 1} of an arc a at layer i represents
the assignment xi = d(a); we denote an arc with d(a) = 0 and d(a) = 1
by 0-arc and 1-arc, respectively. An arc-specified path (a1, . . . , an) from the
root node to the terminal node encodes the solution (d(a1), . . . , d(an)) to
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the MISP. Finally, a DD is called exact if the set of solutions encoded in D
is S(G).

Dynamic programming (DP) is used as the conceptual basis to compile
exact DDs. We follow the same DP formulation presented in [6] for the
MISP. Let N(i) be the neighborhood of vertex i ∈ V including i, i.e., N(i) =
{i′|(i, i′) ∈ E}∪{i}. With each node u of D we associate a state information
s(u) ⊆ V that represents the vertices that can be added to the partial
independent set encoded by any path from the root to u. The root node’s
state is fixed as s(r) = V. Each node u ∈ Li has an outgoing 0-arc that
leads to a node u′ with state s(u′) := s(u) \ {i} (i.e., we exclude the vertex
from the independent set). If i ∈ s(u), then u also has an outgoing 1-arc
that leads to a node u′′ with state s(u′′) := s(u) \ N(i) (i.e., we include
the vertex and remove its neighbourhood). No two nodes in a layer have
the same state. Typically exact DDs are constructed in a top-down fashion,
where layers are processed in the order L1, . . . , Ln one at a time, adding arcs
and merging nodes with the same state as required.

Exact DDs are in general of exponential size and, in practice, we prefer
to manipulate approximate (controllable-size) decision diagrams such as the
relaxed [7] and restricted [9] versions. A decision diagram is called relaxed
if it over-approximates the solution set of a problem (S(G) for the MISP
case). Figures 2 and 3 depict an exact and a relaxed DD for the graph in
Figure 1, respectively, where solid arcs represent d(a) = 1 and dashed arcs
represent d(a) = 0.

Relaxed DDs can be obtained similarly as exact DDs when using a top-
down approach. In particular, if the number of nodes in a layer (i.e., the
layer width) exceeds a given pre-specified limit W during its construction,
two nodes u and u′ are heuristically selected and merged into a new node
u′′. The state of this node is set as s(u′′) := s(u) ∪ s(u′) to ensure all valid
independent sets are preserved. The strategy used to define which nodes
are merged consists on selecting DD nodes u and u′ with the partial longest
path from the root node. Once nodes are merged, all previous incoming arcs
to u and u′ are directed to the new merged node. Figure 3, in particular,
presents a relaxed DD with maximum width of 2 (W ≤ 2). Notice that, if
the length of an arc is set as d(a), the longest path of an exact DD provides
the optimal MISP, while the longest path value of a relaxed DD provides an
upper bound to the problem.

Another type of approximate decision diagrams are the so-called re-
stricted DDs which are under-approximations of the solution set of a prob-
lem. Restricted DDs can also be obtained in a top-down construction. Once
the maximum width W is reached when constructing a layer, we heuristi-
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cally remove nodes from such a layer. In this procedure, we evidently remove
feasible solutions and possibly the optimal one too. However, a longest path
computation on a restricted DD provides a feasible solution and a lower
bound on the optimal solution value.

DD-based Branch and Bound. Relaxed DDs can play the role of a
search tree in a branch-and-bound scheme [7]. The main idea is that the
solution space of a problem can be divided and explored by branching recur-
sively on decision diagram nodes as opposed to branching on a variable-value
pair.

Specifically, consider a relaxed decision diagram D̄ of an optimization
problem. For every pair of nodes u, u′ ∈ D̄ such that l(u) < l(u′), we define
D̄uu′ as the decision diagram induced by all the nodes and arcs that lie on
directed paths from u to u′; e.g., D̄rt = D̄. We say that a node u in D̄ is
exact if all r−u paths lead to the same state s(u), and is relaxed otherwise.
A cutset of D̄ is a subset of nodes C such that any r− t path in D̄ contains
at least one node in C. In particular, C defines an exact cutset if all nodes
in C are exact. Note that the removal of C from D̄ disconnects r and t.
Several strategies exist for obtaining cutsets [10], such as the frontier cutset
(FC) and the last exact layer (LEL). The frontier cutset of a relaxed decision
diagram D̄, FC(D̄), is the set of exact nodes in D̄ such that, for each node,
at least one of its outgoing arcs’ heads is a relaxed node. For instance,
FC(D̄) in the relaxed DD of Figure 3 is defined by {ū1, ū4}. The LEL cutset
LEL(D̄), in turn, is defined by the last layer where all nodes are exact (i.e.,
where no two nodes were forcefully merged to impose the maximum width).
For the case of Figure 3, LEL(D̄) is defined by {ū1, ū2}.

Let C be an exact cutset obtained either by FC or LEL. DD-based branch
and bound explores each node in C separately to find and prove optimal
solutions. Namely, for each u ∈ C, let v∗(u) be the longest-path value from
r to u. If z∗u is the optimal value of the subproblem for which its solutions are
exactly encoded in Dut, then v∗(u)+z∗u is the value of the best solution across
all r−t paths that contain u. Since all r−t paths of a decision diagram must
contain some node in C, we can solve the subproblems associated with Dut

separately for all u ∈ C to search for the optimal solution, each subproblem
leading to a smaller and hence more tractable DD. Such a procedure can be
applied recursively for each u if required.
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3 A Hybrid DD-ILP Approach

We propose a novel strategy named ILP-based pruning to integrate ILP
technology into DD-based branch and bound. Once we define a cutset C
and select a node u ∈ C to explore, we can solve the subproblem associated
with u using ILP as opposed to recursively relaxing and exploring Dut, since
only its optimal solution z∗u is required for our purposes. Such a decision is
made based on the properties of the subproblem encoded by the state s(u).
In particular for the MISP, a subproblem corresponds to a vertex-induced
subgraph defined by the vertices in s(u). In a nutshell, once an exact cutset
C is defined, we explore each node of C either by recursively applying DD-
based branch and bound, or by directly invoking an ILP model to prune the
node in advance.

For solving the MISP instance in Figure 1 using the DD-ILP framework,
we initially compile a relaxed decision diagram D̄ (like the one in Figure 3) to
compute an upper bound on the optimal solution. For this case, the longest
path from r to t is equal to 4 which provides a dual bound on the optimal
value of the objective function. Then, we identify all DD nodes in an exact
cutset which are included in a list of branching nodes to explore further
e.g., C = {ū1, ū2}. Next, in a pure DD solver scheme, we would select a
DD node to branch on from the list of open branching nodes. For instance,
Figures 4(a) and 4(b) present the decision diagrams recursively obtained
when branching on ū1 and ū2. Following a branch and bound scheme, we
would update the upper and lower bounds whereas we recursively explore the
solution space until we prove that the incumbent solution is optimal. Note
that, for instance, the DD rooted in ū1 (Fig. 4(a)) is relaxed and following a
pure DD-based exploration, we would have to compile new relaxed decision
diagrams from a selected exact cutset in Dū1t.

Nevertheless, in the context of our proposed hybrid DD-ILP framework,
the evaluation of properties of the subproblem encoded by a DD node can
lead us to determine that such a node should be pruned by solving it with
ILP technology. For instance, after evaluating DD nodes properties, one
possible scenario could be applying the ILP-based pruning strategy to DD
node ū1 but not to DD node ū2. Figure 5 illustrates how the solution space
exploration is done within the DD-ILP approach. On the one hand, we
generate a relaxed DD which is rooted in ū2; on the other hand, we prune
ū1 by solving an ILP subproblem with a classical LP-based branch and
bound tree (small subtree with green and red nodes rooted in ū1). Note
that solving to optimality the ILP subproblem associated with ū1 allows us
to prune the DD node, get a feasible solution (i.e., a lower bound equals to
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ū1 ū2
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v∗(ū1) + z∗ū1
), and avoid the compilation and further exploration of more

relaxed DDs.
Furthermore, the DD-ILP framework can be enhanced by different strate-

gies that combine information from the ILP and the partial solutions enu-
merated by the DD. For instance, assume that we define a time cut-off to
solve the ILP at a node u, obtaining a lower bound zu and an upper bound
zu as opposed to the optimal solution z∗u. Recalling that v∗(u) is the optimal
longest-path value from r to u, we derive two simple methodologies:

ILP-cutoff Pruning. The value v∗(u) + zu corresponds to an upper bound
to the solutions encoded by r − t paths crossing u. If such a value is lower
than the current incumbent solution, the node can be pruned from the DD
without losing optimality. We can also update the relaxed states of a DD
after the removal of a node, which by itself can lead to additional pruning
based on DD filtering methods.

ILP-cutoff Heuristic. Since u is exact, v∗(u) + zu corresponds to a primal
heuristic value to the MISP and can be used to update the current incum-
bent, also possibly triggering the pruning of other nodes.

When the optimal solution value z∗u is found, we can immediately prune
the node and update the incumbent solution, if needed. Otherwise, we can

8



use the bounds as above and proceed with DD-based branch and bound.
In addition, the complementarity offered by the hybrid DD-ILP scheme

reveals an additional procedure to speed-up the subproblems’ solution when
calling the ILP solver. For any of the three ILP-based strategies, we can
provide a global incumbent solution to the ILP solver, namely, a lower cutoff
c. This lower cutoff indicates that the objective value of a given subproblem
has to be at least c. Let LB be a global incumbent solution obtained from
the hybrid DD-ILP exploration. Each time the ILP solver is called to solve
a subproblem u, we include the constraint zu ≥ c to the corresponding ILP
model. In particular for the MISP, we include the constraint∑

i∈s(u)

xi ≥ LB − v∗(u). (1)

The constraint (1) takes into account that c = LB − v∗(u) and zu =∑
i∈s(u) xi since the vertices considered in the subproblem are the ones de-

fined by the state s(u). As a result of this procedure, when exploring a sub-
problem, the ILP solver may terminate significantly earlier with the proof
that no feasible solution exists, which leads to prune the DD node. Note
that the ILP-based pruning strategy involves solving to optimality several
ILP problems associated with DD nodes. In general, integer linear program-
ming is NP-hard and a straightforward application of the ILP-based pruning
could be computationally very expensive. Therefore, a systematic identifi-
cation of subproblems that can be efficiently solved by ILP technology is
key for the hybrid method to pay off. In Section 3.1, we define a machine
learning approach useful to design the exploration mechanisms within the
hybrid DD-ILP algorithm.

3.1 Supervised Learning to Identify Complementarity

Recently, machine learning (ML) has served as an important tool to enhance
discrete optimization solvers, see, e.g., [24, 11] and [4] for a recent survey.
We propose to use ML to build predictive models which lead us to define a
decision-making tool that classifies when a node should be explored by an
ILP model or by a DD-based branch and bound. This approach is similar to
a portfolio-based algorithm selection [33]. The distinction, however, is that
our subproblems are defined dynamically during search, as driven by our
DD construction. The classification is based on the node state s(u), which
contains all the information required to define the subproblem associated
with u (i.e., Dut).
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We present three different learning experiments which lead to three dif-
ferent classifiers. The first two classifiers aim at predicting the most suitable
method (either ILP or DD solver) for tackling a particular instance. They
are closely related and presented in Section 3.1.1. Next, in a third experi-
ment, we focus only on the ILP solver performance and learn a classifier to
discriminate when an instance could be efficiently solved by an ILP solver.
This classifier is presented in Section 3.1.2. The methodology for all the
experiments consists of four steps: dataset generation, features design, label
definition, and learning experiments.

3.1.1 Learning to classify between ILP or DD solver

We describe, for the case of MISP, the four steps in the methodology.
1. Dataset Generation. We consider a set of randomly defined test-cases

to train our classifier. Since subproblems related to DD nodes correspond
to vertex-induced subgraphs, we generate a dataset composed of random
graphs according to different graph generator schemes, namely, the Erdös-
Rényi (ER) [18], Watts-Strogatz (WS) [32], Barabási-Albert (BA) [3], and
Holme-Kim (HK) [20] models. In addition, to include even more different
graph structures in the test bed, we generate additional instances as follows.
We create two graphs (G1, G2) resulting from different graph generator mod-
els. We then connect both graphs by defining a number of edges e which
link randomly selected nodes from G1 and G2. We combine each pair of
graph models from the named four generators, giving us a total of six new
graph types, that we name ERWS (i.e., combination of an ER graph and
a WS graph), ERBA, ERHK, WSBA, WSHK, and BAHK. The number of
nodes (n) is defined as n = {100, 125, 150, 175, 200} and the density (p), in
percentage, takes values from the set p = {10, 20, 30, 50, 70}. Finally, our
dataset has 18, 500 instances.

2. Feature Design. We define and extract features that could better dis-
criminate the performance between ILP and DD-based branch and bound.
As we compare two different representations of the problem, we only de-
fine features from graph metrics and properties of the instance. Since an
instance for the MISP corresponds to an undirected graph, we select 17 spe-
cific graphical features: number of nodes (n), number of edges (|E|), density
(p), graph assortativity, vertex connectivity, edge connectivity, graph tran-
sitivity, the average clustering coefficient, and the average and maximum
number of triangles. We also derive seven features that come from node
degrees: mean, median, standard deviation (SD), minimum, maximum, the
interquartile range (IR), and the variability score (SD/mean).

10



3. Label Definition. We now need to establish the performance of each
method based on our instance set. We solve each MISP instance with both
ILP and DD solvers. For ILP solver and to deal with performance variability
issues [27], we solve each instance 5 times with a different random seed
using IBM-CPLEX 12.8. Then, the ILP solution time for each instance is
the average of the 5 runs. Finally, for each instance, we assign a label
(either ILP or DD) according to the minimum solution time between both
methods.

4. Supervised Learning Experiments. Finally, we construct the classifier
using traditional supervised learning methodologies. We randomly split the
dataset into a training set and a test set, with 13875 (75%) and 4625 in-
stances (25%), respectively. Each feature is normalized to have a mean 0
and a standard deviation 1. Each experiment consists of a training phase
with 5-fold cross validation to grid search the hyper-parameters, and a test
phase on the neutral test set. We test Support Vector Machines (SVM) with
RBF kernel [15] and Random Forests (RF) [12]. As a measure of baseline
performance, we compare both methods versus a dummy classifier (DUM),
which follows a stratified strategy.

We implemented this methodology using Python with Scikit-learn [30].
Table 1 presents the standard performance measures for binary classification,
namely, accuracy, precision, recall and f1-score. We observe high accuracy
scores obtained from both SVM and RF. This corroborates that there is a
statistical pattern to be learned when selecting the best method between
ILP and DD solvers. In addition, the designed features can capture such
discrimination. In the experiments, we use RF due to its interpretability.
Scikit-learn provides scores which rank features based on their importance
for the RF prediction. We report them in Table 2 for features appearing in
the top-5 of the experiment.

We observe in Table 2 that features related to density (1st), number
of triangles (2nd), average clustering (3rd), graph transitivity (4th) and the
degree of nodes (5th) significantly discriminate ILP and DD.

In a second learning experiment, we learn a classifier that predicts whether
solving an instance with an ILP solver is significantly easier than using a
DD solver. From the previous experiment, we slightly modify the label def-
inition based on the solving times as follows. For each instance, we assign
the label ILP if the ILP solver is x times faster than the DD solver, other-
wise we assign the label NO-ILP. Following the same methodology for the
previous learning experiment, we obtain the performance metrics presented
in Table 3.

We observe that both the SVM and RF models achieve high performance

11



Table 1: Performance measures
for the three classifiers when pre-
dicting ILP or DD

DUM SVM RF

Accuracy 0.543 0.963 0.962
Precision 0.309 0.936 0.944
Recall 0.330 0.951 0.937
F1-score 0.319 0.943 0.941

Table 2: Top-5 features ranked by im-
portance score from RF

Feature Score

Density 0.2179
Avg. number of triangles 0.2147
Avg. clustering 0.1481
Graph transitivity 0.1090
Avg. degree 0.0661

Table 3: Performance measures for the three classifiers when predicting ILP

or NO-ILP

DUM SVM RF

Accuracy 0.656 0.989 0.989
Precision 0.222 0.983 0.981
Recall 0.212 0.967 0.969
F1-score 0.216 0.975 0.975

metrics in the classification. In addition, such metrics are significantly better
than the baseline performance obtained by the dummy classifier showing
that the learning models are actually learning something useful from the
data.

3.1.2 Learning to classify easy/hard MISP instances for an ILP
solver

In a third learning experiment, we aim at classifying whether a MISP in-
stance will be efficiently solved by an ILP solver. For this experiment, we
use the same dataset and features than in subsection 3.1.1, so steps 1 and 2
of the methodology are already described. However, in this case, we redefine
the label to focus on the ILP solver explaining this in steps 3 and 4.

3. Label Definition. Each MISP instance is solved with IBM-CPLEX 12.8

(5 times with a different random seed to deal with performance variability
issues) to get the ILP solving time ILPtime. In addition, a threshold value
t is defined to binarize the label. Finally, for each instance, we assign the
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Table 4: Performance measures
for the three classifiers when pre-
dicting E or H

DUM SVM RF

Accuracy 0.505 0.976 0.977
Precision 0.461 0.954 0.956
Recall 0.461 0.997 0.997
F1-score 0.461 0.975 0.976

Table 5: Top-5 features ranked by im-
portance score from RF

Feature Score

Number of nodes 0.483
Number of edges 0.082
Degree SD 0.069
Avg. clustering 0.046
Degree IR 0.044

label E (easy, i.e., ILPtime ≤ t) or H (hard, i.e., ILPtime > t).
4. Supervised Learning Experiments. We construct the classifier using

the three supervised learning algorithms presented in subsection 3.1.1. In
addition, we follow the same strategy for splitting the dataset, normalizing
the features, and performing the training phase.

Table 4 presents the standard performance measures for binary classifi-
cation. Similarly to the previous experiment, we remark that SVM and RF
achieve high performance scores. Therefore, we conclude that both methods
are able to capture enough about the ILP solver performance on training
set to make meaningful predictions on test set. This is, most of the time,
easy (E) instances are predicted as easy and, hard (H) instances tend to be
predicted as hard.

Additionally, we report the top-5 most important features from RF in
Table 5. We observe that the importance score of the number of nodes is, by
far, the most involved feature in the discrimination of easy/hard instances
for the ILP solver in this dataset.

From here, the three trained classifiers (i.e., ILP/DD, ILP/NO-ILP, and
E/H) and the insights obtained from them are used to guide the node explo-
ration into the hybrid method and benchmark its performance.

3.2 Learning to explore within a hybrid DD-ILP for MISP

The hybrid approach proposed for the MISP profits from the learning ex-
periments in Section 3.1 to incorporate mechanisms to guide, on-the-fly, the
exploration of the solution space. The hybrid is presented in Algorithm 1.

At the beginning, we include the initial DD root node r (which corre-
sponds to the initial state) on the list of open nodes L. Next, we initialize
the optimal solution value zopt and the longest path from the root node
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Algorithm 1 Hybrid DD-ILP for MISP

Input: MISP instance, ILP/NO-ILP classifier, decision tree (nILP , pILP )
Output: zopt

1: initialize L = {r}, where r corresponds to the DD root node (initial
state)

2: let zopt = −∞ and v∗(r) = 0
3: extract features ft(r) from subproblem associated with r
4: prediction ← ILP/NO-ILP classifier(ft(r))
5: if prediction = ILP then
6: z∗r ← solve ILP(r)
7: zopt = v∗(r) + z∗r
8: return zopt

9: while L 6= ∅ do
10: u← select node(L), L← L\{u}
11: extract features size nu and density pu
12: if decision tree(u) = ILP then
13: z∗u ← solve ILP(u), v∗(Dut) = v∗(u) + z∗u
14: if v∗(Dut) > zopt then
15: zopt ← v∗(Dut)

16: else
17: create relaxed DD Dut with root u and vr = v∗(u)
18: if Dut is exact then
19: if v∗(Dut) > zopt then
20: zopt ← v∗(Dut)

21: if Dut is not exact then
22: if v∗(Dut) > zopt then
23: let C be an exact cutset of Dut

24: for all u′ in C do:
25: let v∗(u′) = v∗(u) + v∗(Duu′), add u′ to L

26: create restricted DD D′ut with root u and vr = v∗(u)
27: if v∗(D′ut) > zopt then zopt ← v∗(D′ut)
28: return zopt
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to itself v∗(r). For such initial subproblem, we want to predict if solving
it by ILP technology could be much easier than using a pure DD branch-
and-bound. For this purpose we use once the trained ILP/NO-ILP classifier
developed in Section 3.1.1. If the classifier predicts ILP, we simply prune
the root node with ILP technology solving the problem to optimality. This
automated ML-driven feature of the hybrid framework allows to avoid an
unnecessary DD-based exploration.

Conversely, if the classifier predicts the root node as NO-ILP, we start
the DD-based exploration. While open DD nodes remain in L, we select a
node u ∈ L to be explored. The search strategy used to select nodes from
L follows a best-first search algorithm which is based on the upper bound
obtained from the relaxed DD in which u was created. Let v∗(Dru) = v∗(u)
be the longest path from the root node r to u and v∗(Dut) the longest path
from u to the terminal node t. Since u is an exact node which was identified
in an exact cutset from a previously computed relaxed DD, v∗(u) is known.
Next, we have to determine if (a) we solve node u to optimality by finding
v∗(Dut) with an ILP solver, or (b) if we create a new relaxed DD Dut to
compute an upper bound v∗(Dut) on v∗(Dut).

Thus, we must predict whether we invoke the ILP solver to prune the
node with the ILP-based pruning strategy or not. This prediction could
possibly be performed by evaluating both the ILP/DD and E/H classifiers.
However, these classifications require collecting, on-the-fly, expensive graph
features for every selected DD node and the computational cost does not
pay off for the overall DD-ILP performance. Therefore, we propose to get a
proxy for the classifiers predictions by evaluating a unique and computation-
ally inexpensive decision tree, specifically defined from significant features
identified when training the classifiers.

The feature importance scores obtained during training of the ILP/DD
and E/H classifiers are useful to get insights and select the features to use
in a simple decision tree. We select the most important feature during
training for each classifier, i.e., the density (Table 2) and size (number of
nodes in Table 5) of the graph. Thus, in the DD-ILP framework, we only
compute two features, the size nu and density pu of the subproblem (i.e.,
associated vertex-induced subgraph) encoded by each selected DD node u.
In addition, we define two threshold values, the maximum size (nILP ) and
maximum density (pILP ) to fully describe the decision tree. To sum up, the
evaluation, on-the-fly, of the decision tree presented in Figure 6 determines
whether the ILP solver is invoked to prune a particular DD node.
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Figure 6: Decision tree to be evaluated at each DD node within the DD-ILP
framework

In case the decision tree evaluates node u as ILP call, we prune the
node by finding the optimal solution for such subproblem z∗u with an ILP
call. Solving the ILP subproblem associated with the DD node u provides
v∗(Dut) which is used to compute z∗u as v∗(Dut) + v∗(u). Note that z∗u is a
lower bound on zopt and no more exploration from u is needed. Otherwise,
we create a relaxed DD Dut. If Dut is exact (i.e., the maximum width W
is never exceeded during compilation) there is no need of further branching
from node u and we update the lower bound if necessary. On the contrary,
if Dut is not exact, we compute an upper bound on the optimal solution
for such subproblem u and identify an exact cutset C of Dut to include the
nodes in C to the list L. In addition, we obtain a lower bound on the optimal
solution of subproblem u by compiling a restricted DD D′ut.

4 Computational Experiments with the DD-ILP
Approach

We perform experiments in order to compare the performance of the DD-
ILP framework with respect to both the stand-alone DD solver proposed in
[7] and a commercial ILP solver. We use IBM-CPLEX 12.8 as ILP solver in
single-thread mode with default parameter settings. We implement the DD-
ILP approach in C++, solving the ILP subproblems also with IBM-CPLEX

12.8. All experiments are run on a Linux machine, Intel(R) Xeon(R) CPU
E5-2637 v4 at 3.50GHz (16 threads) and 128 GB RAM.

Our purpose is to evaluate the DD-ILP approach performance against
both the ILP solver and DD-based branch and bound, in order to verify the
effectiveness of our hybrid framework. The only strategy used in the DD-ILP
solver is the ILP-based pruning, i.e., we solve the subproblems without any

16



time limit when the ILP solver is called. We also consider the lower cutoff
procedure. The variable ordering and exact cut selection strategies used for
all the experiments, both for the DD-ILP and for the stand-alone DD solver,
are the minimum number of states (MIN) and the frontier cutset (FC),
respectively. We refer the reader to [10] where different variable ordering
heuristics and exact cutset strategies are defined. The maximum width W
in both cases is 128.

From the experiments in Section 3.1, we determine that small-size (n ≤
150) instances are efficiently solved by either the DD solver (specially, dense
cases) or the ILP solver (mainly in sparse cases). Instances which are very
sparse (p ≤ 10%) represent the hardest case to be solved. On the other
hand, really dense instances (where p > 40%) are efficiently solved by both
the ILP and, specially, the DD solver. For that reason, in this section, we
focus on intermediate-size instances.

We generate random instances with n = {250, 300} and p = [15, 30]%
according to the different 10 families defined in Section 3.1, namely, ER, WS,
BA, HK, ERWS ERBA, ERHK, WSBA, WSHK, and BAHK. We define a
group as a tuple family-size-density and consider 25 instances for each of the
28 groups considered in this test bed, for a total of 700 MISP instances1.
For example, group ER-250-20 corresponds to Erdös-Rényi instances with
250 nodes and density 20%.

All the instances are processed three times by solving them with: the ILP
solver, the stand-alone DD solver, and our DD-ILP framework. Each solver
run uses only one thread with a time limit of 7, 200 seconds. For the DD-ILP
solver, we exactly use the Algorithm 1 (presented in Section 3.2). Specifi-
cally, the SVM presented in Section 3.1.1 is used as the trained ILP/NO-ILP
classifier for the DD root node. Regarding the decision tree (Figure 6) eval-
uated at each DD node explored in the DD-based branching tree, after ex-
perimentation with the threshold values, we set nILP = 180 and pILP = 20
for all groups of instances.

Table 6 compares the performance of the three methods for the 25 in-
stances of each group. Column 1 presents the group label. Columns 2 and 3
are related to the ILP solver and show, for each family, how many instances
out of 25 were solved to optimality within time limit and the average solving
time of the 25 instances (in seconds). Columns 4, 5, and 6 are associated
with the stand-alone DD solver and present the number of instances solved
to optimality, the average number of DD nodes explored, and the average

1This set of instances is available at https://github.com/jaimegonzalezj/

Instances-MISP-DDILP-paper.git
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solving time, respectively. Finally, columns 7, 8, 9, 10, and 11 are related
to the hybrid DD-ILP solver performance for each group of instances. Col-
umn 7 presents the number of instances solved to optimality within time
limit. Column 8 shows the number of instances (out of 25) where the root
DD node was predicted by the classifier as ILP. Columns 9, 10, and 11
present the average number of DD nodes explored, the average number of
ILP subproblems solved, and the average solving time.

First we focus on analyzing the three solvers in terms of number of
instances solved and average solving time (columns 2, 3, 4, 6, 7, and 11).
For example, group ER-250-20 (i.e., Erdös-Rényi (ER) instances with 250
nodes and density 20%), ER-300-20, and BA-300-20 are the hardest groups
of instances to be solved no matter the method. For all methods, the 25
instances of each group hit the time limit before being solved to optimality.

In 10 out of 28 groups, ILP outperforms both DD and DD-ILP. However,
in 4 out of those 10 groups, namely BA-250-30, BA-300-30, HK-250-30, and
HK-300-30, all instances are efficiently solved (on avg. in less than 8 seconds)
by any of the three methods, solving to optimality the 25 instances in each
of these groups.

On the other hand, in 4 out of the 28 groups (ER-250-30, ER-300-30, WS-
250-30, WS-300-30), DD solver outperforms both ILP and DD-ILP solvers.
Specifically, note that for group WS-300-30, the DD-ILP and the DD solvers
perform almost equally and the average solving time is much better than
the one obtained with the ILP solver.

Interestingly, the proposed DD-ILP approach outperforms both the ILP
and the DD solvers in 11 out of 28 groups. For example, for group ERBA-
300-20, the DD-ILP approach solves to optimality all 25 instances whereas
the ILP solver and the DD solver solve, 18 and 19, respectively. It is even
more remarkable if we observe the overall performance (700 instances), the
proposed hybrid DD-ILP approach solves more instances to optimality than
the other two methods with the smallest average solving time.

It is worth mentioning that we also tested the hybrid DD-ILP without
providing a lower cutoff (i.e., constraint (1) in Section 3) each time the
ILP solver is called. On average for all the groups, the version presented
in Table 6 (with respect to the hybrid version without the lower cutoff)
has an improvement of 11.8% on the solving time and for some groups this
improvement is up to 30%.

In conclusion, for groups of instances where ILP seems much better than
DD, the hybrid DD-ILP profits from the algorithm-portfolio feature incor-
porated through the ILP/NO-ILP trained classifier at the root DD node.
Furthermore, the most interesting fact is that for some family of instances
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Table 6: Comparison between ILP, DD, and Hybrid DD-ILP solvers for each group of instances

Family group
ILP solver DD solver Hybrid DD-ILP

# instances Avg. CPU # instances Avg. DD Avg. CPU # instances # classified Avg. DD Avg. # Avg. CPU
solved time (s) solved nodes explored time (s) solved ILP at root nodes explored of subILPs time (s)

ER-250-20 0 7200.00 0 4759587 7200.00 0 0 277653 2100 7200.00
ER-250-30 22 4598.24 25 1283024 225.30 25 0 1283024 0 233.03
ER-300-20 0 7200.00 0 3535260 7200.00 0 0 3679 322 7200.00
ER-300-30 0 7200.00 25 5880746 1235.96 25 0 5880746 0 1278.64
WS-250-20 25 1040.45 25 641324 2279.15 25 0 641324 0 2371.83
WS-250-30 25 656.78 25 47732 60.87 25 0 47732 0 62.74
WS-300-20 6 6708.84 9 711026 6464.05 9 0 711026 0 6457.05
WS-300-30 25 3878.02 25 160139 205.64 25 0 160139 0 213.75
BA-250-20 5 6610.66 0 2591519 7200.00 25 0 18125 1769 2368.19
BA-250-30 25 6.42 25 5377 6.56 25 0 4741 7 7.89
BA-300-20 0 7200.00 0 2398494 7200.00 0 0 14886 3165 7200.00
BA-300-30 25 2.62 25 4353 7.20 25 12 1925 2 4.92
HK-250-20 25 288.13 0 2020336 7200.00 25 25 1 1 322.09
HK-250-30 25 2.80 25 5165 8.11 25 19 1223 1 4.20
HK-300-20 16 4593.45 0 1787542 7200.00 6 6 76140 8368 5908.74
HK-300-30 25 1.95 25 3687 8.58 25 24 105 1 2.47
ERWS-250-20 25 1125.28 25 1424150 3543.42 25 17 8213 118 824.15
ERWS-300-21 4 6996.75 0 2208236 7200.00 25 0 361452 1562 3631.58
ERBA-250-20 25 754.79 25 1402841 1199.26 25 0 30519 304 486.39
ERBA-300-20 18 5650.41 19 6132721 5761.62 25 0 358830 1617 2706.06
ERHK-250-20 25 657.10 25 1497968 1217.93 25 3 25978 284 441.55
ERHK-300-20 22 5175.26 21 5708902 5313.47 25 0 358705 1457 2437.91
WSBA-250-14 25 158.00 24 493894 2201.70 25 25 1 1 127.64
WSBA-300-15 25 1873.90 7 508490 6290.94 20 17 157450 17 2770.48
WSHK-250-14 25 153.28 24 316572 1499.97 25 21 1822 7 127.72
WSHK-300-15 25 1508.87 12 511939 5947.28 24 21 52217 5 1603.00
BAHK-250-14 25 327.51 0 1108809 7200.00 25 25 1 1 311.65
BAHK-300-15 3 6977.28 0 1055527 7200.00 0 0 116538 10601 7200.00

Total 496 88546.79 416 48205360 108277.01 559 215 10594195 31710 63503.67
Average 3162.39 3867.04 2267.99



(e.g., ERWS, ERBA, ERHK), the algorithm-portfolio feature is not enough.
Then, the hybrid mechanisms (i.e., ILP-based pruning strategy) exploit the
complementary strengths when integrating two different representations to
get the best performance.

4.1 Comparison versus a traditional portfolio-based algorithm
selection approach

In this experiment, we compare the hybrid DD-ILP with a classic portfolio-
based algorithm approach. For this purpose, we deploy into production the
ILP/DD trained classifier (described in Section 3.1.1) to define the portfolio
algorithm as follows.

At the root node, we classify the problem either as ILP or DD. Then,
we simply solve the problem using the corresponding solver according to
the prediction. The comparison of the portfolio version with the hybrid
approach allows us to assess the impact of the ILP-based pruning strategy
within the hybrid DD-ILP algorithm.

Table 7 presents the performance metrics for the hybrid DD-ILP and
the portfolio approach. The instances are aggregated by family instead of
group as in Table 6. Column 1 presents the family label and column 2,
the number of instances per family. Columns 3, 4, and 5 are related to
the hybrid DD-ILP algorithm whereas columns 6, 7, and 8 are associated
with the portfolio approach. Column 3 shows, for each family, how many
instances were solved to optimality within time limit. Column 4 presents
the number of instances where the root DD node was predicted as ILP by
the ILP/NO-ILP classifier. Column 5 shows the average solving time for each
family. Column 6 presents the number of instances solved to optimality by
the portfolio approach. Column 7 shows the number of instances predicted
as ILP by the ILP/DD classifier. Finally, column 8 presents the average
solving time.
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Table 7: Comparison between DD-ILP and Portfolio approach on number
of solved instances and average solving time for each family

Instances Hybrid DD-ILP Portfolio Approach
Family # of instances # solved instances ILP/NO-ILP Avg. CPU time (s) # solved instances ILP/DD Avg. CPU time (s)

ER 100 50 0 3977.92 50 50 3975.31
WS 100 84 0 2276.34 84 2 2216.68
BA 100 75 12 2395.25 56 97 3456.25
HK 100 81 74 1559.38 93 100 1088.19
ERWS 50 50 17 2227.87 32 50 3875.8
ERBA 50 50 0 1596.23 44 48 3040.47
ERHK 50 50 3 1439.73 46 49 2914.96
WSBA 50 45 42 1449.06 50 50 734.46
WSHK 50 49 42 865.36 50 50 610.45
BAHK 50 25 25 3755.83 31 50 3532.66

Total 700 559 536

We observe the benefits of the hybrid DD-ILP, through its ILP-based
pruning strategy, mainly for families BA, ERWS, ERBA, and ERHK. The
performance on these families shows that there is a significant difference
between applying a classic algorithm portfolio and the proposed hybrid ap-
proach.

4.2 Sensitivity analysis on the ILP-based pruning strategy

We also want to observe the effect of varying the threshold values of the
decision tree (nILP , pILP ) on the overall hybrid DD-ILP performance. To
illustrate the algorithm performance on a per-instance basis, we take the 25
instances of group ERHK-300-20 and solve them with the DD-ILP frame-
work by using 5 different (nILP , pILP ) combinations. Note that for all these
instances the ILP/NO-ILP classifier never leads us to prune the DD root node
with ILP (column 7 in Table 6). Thus, we can analyze a similar behavior
of the hybrid DD-ILP only considering the effect of the ILP-based pruning
strategy in this group.

We consider the combination (nILP = 180, pILP = 20) as the base
case since those were the threshold values set in the previous experiments.
Then, we evaluate four additional threshold combinations: (nILP = 180,
pILP = 17), (nILP = 180, pILP = 15), (nILP = 150, pILP = 20), and
(nILP = 210, pILP = 20). We choose such values to aim at evaluating the
effect of small variations of nILP and pILP with respect to the base case
combination. Note that the nILP threshold must be between 0 and n. On
the other hand, the density of induced subgraphs does not generally differ
much from the density of the original instance graph so, pILP should be
close to p.

Figure 7 compares the solution time of the ILP solver versus the DD-ILP
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approach for the 25 instances of group ERHK-300-20. We only compare the
running time with the ILP solver’s time because, on average for this group,
the ILP solver dominates the DD solver (Table 6). Each marker corresponds
to a MISP instance where the color and shape indicates the (nILP , pILP )
combination used in the DD-ILP algorithm. The marker location above the
diagonal means that DD-ILP approach outperforms the ILP solver in such
instance for the corresponding (nILP , pILP ) combination.

In general, we can observe that the parameters (nILP , pILP ) used in the
decision tree do affect the DD-ILP framework due to the significant dif-
ferences in performances between the five combinations. We remark that
several points are located far and above from the diagonal implying that
DD-ILP approach is much better in those instances in comparison with the
ILP solver. We also notice that the DD-ILP approach with (nILP , pILP ) =
(180, 20) (represented by blue rhombus) achieves the best performance.
None of those 25 instances are located below the diagonal. Conversely,
if we observe the DD-ILP performance with either (nILP , pILP ) = (180, 15)
(green triangles) or (nILP , pILP ) = (150, 20) (yellow circles), we can observe
more markers below the diagonal, i.e., for the related instances, ILP solver
outperforms DD-ILP framework for such threshold combination.
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Figure 7: DD-ILP solver (using 5 different thresholds) versus the ILP solver
in terms of solution time per instance of group ERHK-300-20

The solving time reduction obtained by the DD-ILP approach is ex-
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plained by a smaller number of DD nodes explored in the DD-based branch
and bound. Evidently, by the way in which the ILP-based pruning strategy
is defined, there exists a trade-off between the number of ILP subproblems
solved and the number of DD-nodes explored. The latter, in comparison
with a pure DD solver. It is then worth mentioning the computation time
spent solving the ILP subproblems within the hybrid DD-ILP. For the base
case combination (nILP , pILP ) = (180, 20) in this group of instances, the
average total solution time is 2, 437.91 seconds while the average total time
solving the ILP subproblems is 1, 555.29. That is, the 64% of the algorithm
time is consumed solving the ILP subproblems that are on average 1, 457
ILPs for this group.

The box plot presented in Figure 8 compares the stand-alone DD solver
(red box) against the DD-ILP framework with the five different combina-
tions varying the (nILP , pILP ) thresholds. The plot shows, in log scale, the
five-number summary (minimum, first quartile, median, third quartile, and
maximum) of the number of DD nodes explored for the 25 instances of group
ERHK-300-20. On the other hand, Figure 9 presents a box plot for the num-
ber of ILP subproblems solved for the same group (ERHK-300-20) using the
different (nILP , pILP ) combinations in the DD-ILP solver. To ease the anal-
ysis, note that we use the same color for each combination (nILP , pILP ) in
Figures 7, 8, and 9.
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Figure 8: DD-ILP solver (using 5 different thresholds) versus the DD solver,
in terms of the number of DD nodes explored for instances of group ERHK-
300-20

From Figure 8, we observe that the number of DD-nodes explored with
the pure DD solver is greater than such number for any combination of the
DD-ILP approach. For example, on average, we can reduce 98.7% of the
DD-nodes explored with the stand-alone DD solver (red box) by using the
proposed DD-ILP approach with (nILP , pILP ) = (210, 20) (black box). If
we compare the DD-ILP solver with (nILP , pILP ) = (180, 20) (blue box)
and the DD-ILP solver (nILP , pILP ) = (210, 20) (black box), we note that
the latter remarkably explores less DD-nodes. When we notice the number
of ILP subproblems solved per instance by each configuration (Figure 9),
DD-ILP (nILP , pILP ) = (210, 20) (black box) is close to the number re-
ported by DD-ILP (nILP , pILP ) = (180, 20) (blue box). However, for the
(nILP , pILP ) = (210, 20) combination, the ILP calls occur in DD nodes as-
sociated at subproblems with a larger number of vertices which are likely
located in higher layers in the relaxed DD representations.
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Figure 9: Number of subILPs solved in the DD-ILP solver (using 5 different
thresholds) for instances of group ERHK-300-20

For this particular case, such earlier ILP calls (i.e., with the ((nILP , pILP ) =
(210, 20)) combination) lead to prune more DD-nodes which is consistent
with the behavior observed in Figure 8. However, by observing Figure 7, we
note that this strategy does not pay off because DD-ILP with (nILP , pILP ) =
(180, 20) outperfoms (nILP , pILP ) = (210, 20). In particular, on average for
these instances, DD-ILP with (nILP , pILP ) = (180, 20) is faster than the
DD-ILP with (nILP , pILP ) = (210, 20). We can observe such a superior per-
formance in Figure 7 because in general the blue markers are located to the
left of the black markers. This analysis indicates that a good approach is not
just to prune as much as we can with the ILP calls but to use the ILP-based
pruning in a more strategical way where it really exploits complementary
strengths.

As we anticipated, the mechanism to classify the DD nodes in which
the ILP-based pruning is performed is a critical component for the hybrid
DD-ILP performance. In particular with this experiment, we can observe
the significant impact when varying the threshold values in the classifica-
tion. Moreover, the most remarkable fact is that the hybrid DD-ILP works
effectively when using this simple decision tree.
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5 Conclusion

In this paper, we propose a generic hybrid DD-ILP approach that is in prin-
ciple suitable to any discrete optimization problem for which both a (mixed)
integer programming formulation and a decision diagram representation are
available. Our methodology consists of identifying DD nodes as subprob-
lems through their associated states. We then introduce an original way to
profit from an ILP representation when solving such subproblems. In addi-
tion, we use a supervised learning approach to derive a trained classifier and
a decision-making tool which guide the exploration by verifying whether an
ILP would efficiently prune a DD node.

The supervised learning experiments (Section 3.1) are essential for de-
signing the proposed hybrid approach. From the trained classifiers and their
feature importance scores, we incorporate mechanisms for node selection into
the DD-ILP algorithm. The ILP/NO-ILP trained classifier is used at the DD
root node, as a ML-driven black-box predictor to incorporate an algorithm-
portfolio like feature that proves to be effective. Moreover, we profit from
the feature importance scores (obtained when training the ILP/DD and E/H
classifiers) to get insights and derive a decision tree that effectively proxies
the classification needed for applying the ILP-based pruning strategy. Fi-
nally, the ILP/DD trained classifier is deployed in a traditional portfolio-based
algorithm selection to benchmark the hybrid DD-ILP.

Computational results on the maximum independent set problem show
that the DD-ILP approach can be effective if the DD representation reveals a
problem structure that the ILP exploits well. In addition, we show that the
framework works effectively even when using a simple decision tree to classify
DD nodes. For the group of instances where the hybrid DD-ILP is shown to
be superior, we observe that the problem structure is exploited by comple-
mentary strengths that are only leveraged through the proposed method-
ology. Then, it could be worth to include families of instances proposed
in this paper, in other combinatorial optimization problems over graphs to
compare the algorithms’ performance.

We highlight that there is still room for research to define a unique and
efficient trained classifier to identify DD nodes that can be pruned by ILP
technology. In any case, the classification mechanism to be included within
the hybrid algorithm is problem-specific and a feature where another ma-
chine learning approach (e.g., reinforcement learning) can be adopted. In
addition, another research direction from the proposed hybrid DD-ILP is
related to the search strategy. We experiment with a best-first search algo-
rithm but novel search strategies could exploit the complementarity offered
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by the hybrid approach.
This work suggests a research avenue where decision diagrams are used

to explore and enumerate subproblems which can be tackled by other tech-
nologies, such as mixed-integer programming or constraint programming.
In future research, we plan to extend the hybrid algorithm to other cases
where a DD representation could be advantageous, such as in sequencing
and scheduling problems.
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